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Abstract
Building on large language models (LLMs), “AI scientists” can in-
creasingly automate scholarly workflows, from literature synthesis
and hypothesis generation to experimentation, manuscript writing,
and peer review. Drawing on three years of our work designing
LLM-based systems for research ideation, multi-persona critique,
structured deliberation, and collaboration support, we argue that a
distinctive value of these systems lies in their ability to introduce
productive friction: task-relevant pauses (temporal), choices (struc-
tural), debates (interactional), encounters with scholars (boundary),
and engagement with contrary ideas (relational). Rather than treat-
ing friction solely as an inefficiency to eliminate, we show how
carefully designed friction can create opportunities for researchers
to exercise judgment, maintain ownership, assume responsibility,
think critically, and remain open to alternative perspectives. We fur-
ther propose a set of evaluation dimensions for assessing whether
LLM-based research systems cultivate these human capacities, in-
cluding agency, critical thinking, and collaboration. Finally, we
invite the community to co-create a research agenda for designing
future AI scientists that not only advance science but also empower
the human researchers.

CCS Concepts
• Human-centered computing→ Human computer interac-
tion (HCI).
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1 Introduction
A growing number of LLM-based systems have been created to
automate substantial portions of the research lifecycle: reviewing
literature, generating ideas, running experiments, writing papers,
and even simulating peer review. Although these systems differ in
ambition and domain, they often share a goal, reducing the time and

This work is licensed under a Creative Commons Attribution 4.0 International License.
AI Summit ’26, Atlanta, GA, USA
© 2026 Copyright held by the owner/author(s).
ACM ISBN 979-8-4007-2638-5/2026/08
https://doi.org/10.1145/3806096.3844855

Visible outcomes
What many AI scientist systems optimize for

Task completion

Outputs Accuracy

Reproducibility Automation
Temporal Structural Interactional Boundary Relational

Productive frictions at the waterline

Invisible work
Problem framing
Literature sensemaking

Source verification
Ethical judgment

Method calibration

Interpretation
Uncertainty management
Boundary setting
Hypothesis development

Collaboration and debate

Figure 1: An iceberg model of AI-mediated research: above
the waterline, the visible outcomes that AI systems optimize;
at the waterline, deliberate productive frictions; below thewa-
terline, the invisible work essential for trustworthy science.
Productive friction is a designed interaction moment that
requires human judgment before AI output is used. Invisible
work is the judgment and coordination behind research out-
puts, such as framing problems, verifying sources, weighing
alternatives, and negotiating with collaborators, that output
metrics and automated pipelines do not capture.

effort research requires [1, 9, 10]. Because modern scholarly incen-
tives (e.g., grant awards, tenure review, and citation metrics) heavily
reward publication volume and rapid claims of novelty, researchers
may be economically and reputationally incentivized to embrace
frictionless automation so as to maximize throughput. This in turn
can lead to paper flooding, shallow results, peer review collapse
under AI-generated content, and the erosion of insightful scholar-
ship [5]. Research communities suggest that science advances not
only through efficiency and optimization but also through redun-
dancy, divergent exploration, and failed attempts, which should be
preserved as sources of scientific discovery [12].

Over the past three years, our research lab has built, evaluated,
and piloted LLM-based systems to examine how to support re-
searchers’ interpretation, direction-setting, and intellectual com-
mitment when AI mediates their research [2, 6–8]. We ask which
aspects of research AI can amplify, which practices should be pro-
tected, and how scholars can preserve epistemic diversity, creativity,
and critical evaluation.

mailto:yunhuang@illinois.edu
https://doi.org/10.1145/3806096.3844855
https://creativecommons.org/licenses/by/4.0
https://creativecommons.org/licenses/by/4.0
https://doi.org/10.1145/3806096.3844855


AI Summit ’26, August 31-September 02, 2026, Atlanta, GA, USA Huang

Figure 2: The evolution of productive friction across our LLM-based systems. These designs shift the role of AI from supporting
individual ideation toward fostering critical engagement, preserving human agency, and enabling serendipitous scholarly
connections and foster openness to contrary ideas.

Drawing on this systems research, we propose productive fric-
tion as a design principle for AI-mediated research. As illustrated
in Figure 1, productive friction sits between the visible outcomes
that many industry systems optimize for and the invisible work
that is essential to science. Productive friction creates an intentional
moment of pause, choice, disagreement, boundary-setting, or en-
counter with unfamiliar work that blocks premature automation
and requires human judgment before AI outputs are accepted, inte-
grated, or acted on. Drawing on empirical findings from our systems,
we discuss five types of productive friction: temporal, structural,
interactional, boundary, and relational. These productive frictions
differ from arbitrary difficulty because they are tied to the human
agency the system is meant to preserve, much as scaffolds that
problematize a task make it harder in the short term but more pro-
ductive for research and learning [13]. Each type can be designed
into dyadic interaction, where a researcher works directly with AI
agents, or into polyadic interaction, where AI mediates exchanges
among researchers [14]. We then outline a research agenda for
designing and evaluating AI scientists that preserve human agency
in meaningful scholarship.

2 Types of Productive Friction
Our LLM systems were designed for and evaluated primarily with
HCI scholars, because HCI is a revealing stress test for “AI scien-
tist” discourse. HCI research is highly interdisciplinary: systems
researchers often combine technical prototyping with theories from
psychology and the social sciences, identify conflicts among stake-
holders, apply mixed-method evaluation, and develop situated inter-
pretations of human behavior. Research ideation therefore involves
deliberating about what matters, to whom, under which values,
and with what consequences, rather than only generating plausible
hypotheses [6, 8].

Figure 2 presents a timeline of our systems research. We began
the development of our first system in early 2023, when ChatGPT
had captured wide attention and using LLMs to summarize or syn-
thesize papers was becoming the norm. Agentic frameworks soon
became popular, moving from single agents to multi-agent integra-
tion. In retrospect, we gradually shifted our attention from testing
model capabilities to empowering individual researchers’ agency,
and then to fostering interdisciplinary collaboration. Below, we
discuss each case study in more detail.

Our first explorationwas a single-LLM system called CoQuest [6],
designed to support literature-grounded research-question gener-
ation. We conducted a formative study to understand how HCI
researchers develop novel research questions (RQs), and then exam-
ined how researchers used a mind map to navigate LLM-generated
RQs. Through experimental studies, we found that breadth-first and
depth-first modes shaped users’ perceived creativity differently. For
example, the breadth-first mode made users “feel” more creative by
the end of the study session, but when rating individual RQs gener-
ated by the LLM, users perceived those suggested in the depth-first
mode as more creative. Interestingly, “active waiting” moments
caused by AI processing delays correlated with a stronger sense of
control: while waiting, users actively explored other areas of the
map and interacted more with the system. We call this temporal
friction; a small delay appeared to make room for reflection.

Building on this single-LLM design, we expanded the map-based
exploration with multiple LLM personas. PersonaFlow [8] allowed
users to customize the “domain experts” they wanted so that they
could receive multiple perspectives. Users thus decided whose per-
spectives mattered before integrating critique, rather than passively
accepting the default AI perspective. By layering personas, they
also reshaped the forms of expertise they drew upon. We there-
fore view this design as structural friction. To our surprise, multiple
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personas improved users’ perceived helpfulness and relevance with-
out increasing their perceived cognitive load. Allowing users to
customize personas also increased their sense of control and their
recall of generated ideas.

Subsequently, another multi-agent system, Perspectra [7], ex-
tended structural friction by letting multiple agents engage in
forum-style discussion. Users selected which agents to engage with,
examined arguments through threaded discussions, and revised
their proposals in response to targeted critiques. Analyzing users’
questions through the lens of argumentation frameworks, we found
that, compared with a group-chat baseline, users showed more fre-
quent and deeper critical-thinking behavior and made more pro-
posal revisions. Users’ critical-thinking activities (e.g., application,
analysis, inference, and evaluation) increased significantly in re-
sponse to agents’ counterarguments challenging prior claims. This
interactional friction proved to be an effective intervention: users
shifted from directly copying AI responses toward treating them as
positions to question, select, and integrate into their own proposals.

These three case studies focus on AI that supports individual
cognition, where humans engage with AI-generated ideas, perspec-
tives, and critiques. In late 2024, we began building chatbot apps
for CSCW, CHI, and several other ACM conferences. Early versions
focused on recommending papers, but the app has since evolved to
facilitate intellectually productive encounters between researchers.

Conventional recommender systems often emphasize relevance,
compatibility, shared interests, and user preferences. Paper-
sClaw [2] pursues a different design objective: recommending
intellectually meaningful differences, not only similarities. For ex-
ample, two researchers might use different theoretical frameworks,
methodologies, or disciplinary vocabularies while investigating
related underlying phenomena. AI could identify these connections,
explain why the differences matter, and encourage researchers to
explore them. The goal is curiosity and potentially productive intel-
lectual exchange, not disagreement for its own sake. PapersClaw’s
potential distinction lies in deliberately designing explainable
intellectual friction as a mechanism for collaborative discovery.

PapersClaw extends this research direction into AI-mediated
human-to-human interaction, where AI can help researchers dis-
cover, interpret, and act upon intellectual differences. Because the
AI stands between researchers, friction can govern what each per-
son discloses and why a match is proposed. Ethical polyadic agents
must be designed around social boundaries such as privacy, dis-
closure, and identification [14]; we call the friction that enforces
these boundaries boundary friction (Figure 3a). PapersClaw’s agent
also adds relational friction (Figure 3b): alongside the similar items
that recommenders tend to favor [4], it deliberately surfaces pa-
pers, people, and possibly contrary findings outside the user’s usual
themes to create productive distance. This friction targets openness
to contrary evidence, perspective-taking across paradigms, and
diverse ties.

3 Research Agenda
As a pilot, PapersClaw has not yet been formally evaluated.We envi-
sion such AI systems moving beyond recommending similar people
and relevant information toward facilitating intellectually produc-
tive encounters across disciplinary boundaries. By revealing latent

(a) Boundary friction introduces a physical-digital dimen-
sion. Attendee cards displayed on the venue floor plan allow
researchers to selectively disclose their locations ([Public]
vs. [Hide]). When two researchers are physically near each
other, an LLM-based agent surfaces unexpected intellectual
connections that may prompt in-person interactions.

(b) Relational friction: The Seahorse agent introduces produc-
tive intellectual distance by recommending papers beyond
users’ usual research domains (+ Outside your domains).

Figure 3: PapersClaw [2] screenshots featuring CHI 2026 pa-
pers illustrate two forms of AI-mediated productive friction:
(a) boundary friction and (b) relational friction.

connections, explaining meaningful differences, and supporting sit-
uated human interaction, such systems may enable researchers to
generate questions and possibilities that neither participant would
have developed independently.

We invite the research community to co-create a design and eval-
uation agenda centered on human agency, intellectual distance,
divergent exploration, and interpersonal negotiation. Informed
by the presented work, we identify the following design implica-
tions, which can be integrated and further evaluated in a long-term
agenda:

(1) Require judgment before elaboration. Instead of giv-
ing an answer right away, systems may require researchers
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to specify a perspective, objective, stakeholder, or framing
before generation continues.

(2) Make disagreement inspectable.Many AI chatbots give
users two options and leave them to compare. Beyond pre-
senting options side by side, systems should expose contes-
tation among agents and alternative framings rather than
converging too quickly on a single “best” output.

(3) Preserve authorship through cognitive forcing designs.
Most AI chatbots offer a “copy” button; interfaces should in-
stead help users translate critique into their own arguments
and discourage direct copy-paste adoption.

(4) Balance intellectual boundaries with serendipitous
discovery. AI-mediated collaboration should protect pri-
vacy and intellectual autonomy through selective disclo-
sure, transparent recommendation logic, and consent-aware
matching, while enabling unexpected scholarly connections.

(5) Shift from convergent teamwork to divergent collabo-
ration. Traditional teamwork research often examines how
teams coordinate, manage conflict, and accomplish shared
objectives. However, organizational behavior research also
recognizes the creative value of dissent, disagreement, and
divergent thinking. AI-mediated research may intentionally
stimulate divergent collaboration.

Through the proposed productive frictions, certain scholarly work
can be deliberately protected, because delegating it would erode the
human accountability that makes research trustworthy. To evaluate
whether productive frictions protect this invisible work, we propose
the following dimensions, each defined by what it examines and
how it could be measured:

• Epistemic distance: How different are the researchers an
encounter connects? Measures: differences in theories, meth-
ods, assumptions, and domains.

• Divergence generation: How does the interaction open
up new possibilities? Measures: new questions, alternative
framings, hypotheses, and conceptual combinations.

• Perspective transformation: How does a researcher’s
understanding change? Measures: revised assumptions, re-
framed problems, and perspective-taking.

• Friction navigation:Can researchers engage constructively
with disagreement? Measures: clarification, constructive
challenge, argument integration, and openness.

• Boundary agency: How do researchers control what AI
shares about them and their unpublished work? Measures:
consent, selective disclosure, refusal, and perceived auton-
omy.

• Emergent intellectual value:What new knowledge comes
from the unexpected encounter? Measures: novelty, signifi-
cance, and originality of jointly developed ideas.

• Longitudinal development: How to support collabora-
tive capabilities grow over time? Measures: sustained cross-
disciplinary engagement and intellectual exploration.

Another important insight is that productive friction should not
be treated as a binary condition. Different forms of friction may

have varying effects depending on their intensity, timing, and par-
ticipants’ readiness to engage. We may explore several design vari-
ables:

• Friction intensity: How strongly does the encounter challenge
existing assumptions?

• Friction velocity: How quickly are intellectual differences
introduced, interpreted, and acted upon?

• Friction dimensionality: How many intellectual dimensions
are involved, such as theory, methodology, values, and disci-
plinary assumptions?

• Friction timing: When is the intervention introduced, and is
there an immediate opportunity to act?

• Friction adaptability: Can the system adjust its interventions
to researchers’ interests, capabilities, and willingness to en-
gage?

• Friction agency: Can participants control, modify, reject, or
disengage from the proposed encounter?

We may design experiments to test if productive outcomes depend
on an appropriate balance between intellectual challenge and par-
ticipants’ ability to navigate that challenge.

Scope and limitations. A CSCW ’26 Special Interest Group [3]
discusses related questions in social computing through five themes:
knowledge building and research inquiry; team formation and col-
laboration; peer review and community building; interdisciplinary
research development and evaluation, including “research taste”;
and authorship, ownership, and governance. Several of these ques-
tions can be understood through the lens of productive friction. For
example, designing systems that “encourage reflection, skepticism,
and intellectual ownership” relates to temporal, structural, and in-
teractional friction. Helping researchers discover complementary
expertise while avoiding recommendations that reinforce existing
academic hierarchies relates to relational and boundary friction.

These discussionsraise a broader design question: as AI sys-
tems automate increasingly complex scholarly activities, which
forms of intellectual work should remain under human control, and
who should decide? Our framework approaches this question by
distinguishing friction that supports critical thinking, intellectual
ownership, and accountability from friction that merely introduces
inefficiency. Rather than eliminating friction indiscriminately, AI
systems should preserve opportunities for researchers to exercise
judgment and engage with intellectual differences. However, de-
termining which forms of friction are productive requires consid-
eration of researchers’ goals, capabilities, and values, rather than
relying solely on technical optimization.

The value of productive friction also depends on disciplinary
practices and task characteristics. In formal sciences where proofs
can be machine-checked, friction matters less for verification than
for choosing conjectures and understanding why a proof holds;
errors caught might include counterexamples. In the social sciences,
as in HCI, friction concerns whose values and context an analysis
represents and which stakeholders it omits. Friction has boundary
conditions: it is hard to justify where errors are inexpensive to
correct and outputs are reliably verifiable. Thus, productive friction
should be calibrated to the nature of the task, the consequences of
errors, and participants’ capacity to engage.
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